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Abstract—An information-theoretic private information re-
trieval (PIR) protocol allows a client to retrieve the i-th bit of
a database, held by two or more servers, without revealing
information about i to any individual server. Information-
theoretic PIR protocols are closely related to locally decodable
codes (LDCs), which are error correcting codes that can
simultaneously offer a high level of robustness and sublinear-
time decoding of each bit of the encoded message.

Recent breakthrough results of Yekhanin (STOC 2007) and
Efremenko (STOC 2009) have led to a dramatic improvement
in the asymptotic complexity of PIR and LDC. We suggest a
new “cryptographic” perspective on these recent constructions,
which is based on a general notion of share conversion in secret-
sharing schemes that may be of independent interest.

Our new perspective gives rise to a clean framework which
unifies previous constructions and generalizes them in several
directions. In a nutshell, we use the following two-step ap-
proach: (1) apply share conversion to get a low-communication
secure multiparty computation protocol P for a nontrivial
class F of low-depth circuits; (2) use a lower bound on the
VC dimension of F to get a good PIR protocol from P . Our
framework reduces the task of designing good PIR protocols
to that of finding powerful forms of share conversion which
support circuit classes of a high VC dimension.

Motivated by this framework, we study the general power
of share conversion and obtain both positive and negative
results. Our positive results improve the concrete complexity
of PIR even for very feasible real-life parameters. They also
lead to some improvements in the asymptotic complexity of
the best previous PIR and LDC constructions. For 3-server
PIR, we improve the asymptotic communication complexity
from O(2146

√
logn log logn) to O(26

√
logn log logn) bits, where n

is the database size. Our negative results on share conversion
establish some limitations on the power of our approach.

Keywords-private information retrieval, locally decodable
codes, secret-sharing, secure multiparty computation, constant-
depth circuits, matching vectors, VC dimension

I. INTRODUCTION

An information-theoretic private information retrieval
(PIR) protocol [1] allows a client to retrieve the i-th bit of

an n-bit database, held by k servers, without revealing any
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information about i to each individual server. Known PIR

protocols require only one round of interaction, consisting of

a query sent by the client to each server and an answer sent

in return. We only consider protocols of this type. The main

goal in the study of PIR is to minimize the communication
complexity as a function of n for small values of k.

Settling for computational privacy [2], communication-

efficient PIR protocols can be implemented with only a

single server under standard cryptographic assumptions [3].

A major advantage of information-theoretic PIR protocols

is that their computational overhead, which often forms the

practical efficiency bottleneck, is smaller by orders of mag-

nitude than that of single-server PIR protocols. (Very loosely

speaking, the ratio is roughly the number of bit operations
required for performing a “public-key operation”.) Another

advantage is allowing very short answers (as short as one

bit) sent from each server to the client. This is particularly

useful in a streaming environment [4], where the same client

queries are reused many times. From here on, the term PIR

will refer to information-theoretic PIR.
A very different motivation for the study of PIR protocols

is their close relation with locally decodable codes (LDCs).

An LDC is an error-correcting code which simultaneously

offers a high level of resilience and sublinear-time “local”

decoding of each bit of the encoded message. An efficient

PIR protocol with a small number of servers k implies

an efficient k-query LDC and vice versa [5]. While the

contribution of this paper is relevant both for PIR and LDC,

we mainly use the PIR language because it is more natural

in the context of our results.
Recent breakthrough results of Yekhanin [6] and Efre-

menko [7] have led to a dramatic improvement in the asymp-

totic complexity of PIR and LDC. In particular, Efremenko’s

construction yields a 3-server PIR protocol in which the

client communicates only 2O(
√
logn log logn) bits to each

server and receives only O(1) bits in return.1 However, the

asymptotic improvement offered by Efremenko’s construc-

tion as well as its subsequent generalizations [10], [11],

1Throughout this work we consider PIR protocols in which the commu-
nication from the servers to the client is constant; in this setting, there are
no sublinear-communication protocols with only two servers [8], [9].
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[12], [13], [14] did not apply in the observable domain.

For realistic choices of parameters, previous PIR protocols

from [1], [15], [6] are more efficient.

Motivated in part by the goal of improving the con-

crete complexity of PIR, we suggest a new “cryptographic”

perspective on recent LDC and PIR constructions. Our

perspective unifies several previous techniques by putting

them in the broader context of secure multiparty computation

(MPC), and gives rise to generalizations and improvements.

Central to this perspective is a general notion of share
conversion in secret-sharing schemes that we describe below.

Share Conversion: In the problem of share conversion,

each of k parties initially holds a share of a secret s
which was generated by a secret-sharing scheme L. The

conversion proceeds by having each party perform a local

computation based only on its share and output a new share.

The nontrivial requirement is that no matter how the original

secret s was shared, the outputs form valid shares of a new

secret s′ in a different scheme L′ such that there is some pre-

defined relation between s and s′. (The new shares should

be jointly consistent with L′, but should not necessarily be

random.) This task is nontrivial because each party does its

local computation without knowing the secret s or the shares

of the other parties.

A systematic study of share conversion was initiated by

Cramer et al. [16], who considered the question of locally

converting between arbitrary linear secret-sharing schemes

L and L′ without changing the secret (i.e., s′ = s).

We generalize this question by allowing arbitrary relations

between s and s′ and allowing L and L′ to be linear over

different rings.

The results of Efremenko and subsequent works implic-

itly use a conversion from a secret s, which is shared

between k servers using a variant of Shamir’s secret-sharing

scheme [17], [18], [19] over a ring R, to a related secret s′,
which is additively shared over a different ring R′. Such a

conversion could only be realized under severe constraints.

The constraints required either to use a non-optimal number

of servers k > 3, or alternatively use a very large ring R
(the smallest available option being Z511). Using large rings

adversely affects the complexity of the PIR protocol, as the

hidden constant in the exponent depends on the ring size. (In

practical terms, this means that the break-even point in which

the protocol improves over “first-generation” PIR protocols

grows exponentially with the ring size.)

We were motivated by the observation that it might be

possible to do better by replacing the variant of Shamir’s

scheme used in [7] with an even more redundant secret-

sharing scheme known as the CNF scheme [20]. To share

a secret between k parties (with privacy against one party),

the secret is broken into k additive shares s1, . . . , sk, and

each party Pi gets all shares except si. CNF sharing has

been used in early PIR protocols [15], [21], but subsequent

protocols did better without it. Cramer et al. [16] showed

that the CNF scheme is the “most redundant” of all linear

secret-sharing schemes, in the sense that CNF shares of s
can be locally converted to L′-shares of s for any linear

scheme L′ which has the same (or smaller) access structure.

Thus, up to a minor loss of efficiency, using CNF sharing

can serve as a universal starting point.

By using a combination of analytic methods and

computer-generated equations, we obtained conversions

from 3-party CNF sharing over Zm to additive sharing

over Z
β
p for the values of m, p, and β indicated in the

following table (each column contains a pair m and Z
β
p ). The

conversion maps a secret s to a secret s′ such that if s = 0
then s′ �= 0 and if s is in some canonical set Sm ⊆ Zm\{0}
(see Definition III.4) then s′ = 0. We also show that there is

no share conversion from the modified Shamir scheme over

Z6 to additive sharing over Z
β
2 for every positive integer

β. Thus, CNF sharing is provably more powerful in this

context.

m 6 10 14 15 15 21 21 35
Z
β
p Z

2
2 Z

12
2 Z

30
2 Z

21
3 Z

5
5 Z

57
3 Z

9
7 Z

106
5

Our positive results on share conversion lead to better 3-

server PIR and 3-query LDC constructions, where the best

asymptotic improvement uses the conversion from Z6 to

Z
2
2. Concretely, we improve the asymptotic communication

complexity of 3-server PIR from O(2146
√
logn log logn) to

O(26
√
logn log logn) bits. We note, however, that because

of complex interactions between the integrality constraints,

using the minimal ring size is not always optimal. A practical

instance of our results can be obtained by combining the

share conversion from Z6 to Z
2
2 (see Table I) with a simple

construction of set systems with restricted intersection sizes

modulo 6 due to Frankl [22] (see Appendix A). In the

resulting 3-server PIR protocol, the client sends to each

server roughly 14n1/4 elements of Z6 and receives a single

element2 of Z2
2 in return.

From Share Conversion to PIR via MPC: We now

briefly outline the general framework for constructing PIR

protocols from share conversion. This framework can cap-

ture both old and new PIR protocols. For a given function

class F , we consider MPC protocols in which each server

holds a description of a function f ∈ F and a client holds

an input w for f . The client’s goal is to learn f(w) while

completely hiding w from each individual server. Note that

PIR can be viewed as a special case by letting F be the class

of all functions f : {0, 1}logn → {0, 1}. We refer to an MPC

protocol as above as being succinct if it involves a single

2In fact, by using answers of length � ≥ 2, the client can retrieve a
record of length � without increasing the query length. The query length of
this 3-server protocol should be compared to

√
2n1/2 elements of F4 in

the first-generation protocols [1], [15] and 4.5n1/3 elements of F7 in the
most practical instance of the protocol of [6]. Our protocol can be made
even more competitive by using pseudorandomness to amortize away the
overhead of the CNF sharing.
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message of length O(|w|) from the client to each server and

a single message of length O(1) from each server to the

client. Our general framework is based on the following two-

step approach: (1) apply share conversion to get a succinct

MPC protocol P for a nontrivial class F of low-depth

circuits; (2) use a lower bound on the VC dimension of

F to get an upper bound on the complexity of PIR. This

framework reduces the task of designing good PIR protocols

to that of finding powerful forms of share conversion which

support circuit classes whose VC dimension is much larger

than their input length.

In more detail, suppose we are given a share conversion

from a linear scheme L over a ring R to another linear

scheme L′ over R′ with respect to some relation C. Now

consider the following succinct MPC protocol between the

client and k servers. The client shares an input w ∈ Rh

between the servers using L. Each server then performs

a sequence of three local computations: (1) Apply some

R-linear function to the L-shares of w; this yields an

intermediate L-shared vector y over R. (2) Apply the share

conversion to each entry of y, resulting in an L′-shared

vector z over R′. (3) Send to the client some R′-linear

combination of the shares of z. (The latter step can be further

generalized; see Section IV.) The client reconstructs the

element of R′ from its L′-shares, and outputs some function

of this element.

The possible strategies of the servers in the above protocol

define a class of functions F of the client’s input. For

instance, if R = R′ = Zp and the relation C is defined

by s′ = s2, then a function f ∈ F can be represented

by a depth-2 circuit whose bottom level contains squaring
gates (which output the square of the sum of the inputs)

and whose top level contains a summation gate. (Note that

using fan-out, one can reduce arbitrary linear combinations

to summation.) When p is an odd prime, the class F of

functions computed by such circuits coincides with the class

of degree-2 polynomials over Zp. The VC dimension of this

F is quadratic in the input length h, which implies that we

can use the above protocol for PIR on a database of length

O(h2). This protocol corresponds to the best 3-server PIR

protocols and LDCs prior to [6].

Now imagine that we have a conversion from a scheme

L over R = Zm (where m can be a composite number)

to a scheme L′ over R′ = Zm′ such that the secret s = 0
is converted to the secret s′ = 1 and any other secret is

converted to s′ = 0. The class F corresponding to this

relation is a class of depth-2 circuits whose bottom level

contains modm gates (such gates output 1 if the sum of their

inputs is 0 modulo m and output 0 otherwise), and their top

gate is a modm′ gate. For many cases of m and m′ (e.g.,

m = 2 and m′ = 3 or m = m′ = 6), this class of circuits

is universal, that is, it can compute all boolean functions of

the input. Thus, such a share conversion implies a succinct

MPC protocol for a universal class of functions, which in

turn implies a PIR protocol with O(log n) communication.

Unfortunately, we show that such conversions cannot be

realized for m and m′ which make this class universal.

The protocol of Efremenko [7] bypasses the impossibility

result by using a more complicated conversion relation C.

The class F corresponding to this relation is (roughly)

a class of depth-2 circuits whose bottom level contains

resticted modm gates for a composite number m, and their

top gate is an OR gate, outputting the disjunction of its

input bits. The VC dimension of this class turns out to be

surprisingly high, and corresponds to the maximal size of a

so-called “matching vector family” in Z
h
m (see [10]). There

are other instances of the general framework in which the

VC dimension can be higher. Understanding the usefulness

of these instances remains open.

Related Work: PIR protocols were introduced by Chor

et al. [1]. In particular, they presented a 2-server PIR

protocol with communication complexity of O(n1/3) bits,

which is still the best known 2-server PIR protocol. LDCs

were implicitly discussed in the PCP literature, e.g., [30].

They were explicitly defined by Katz and Trevisan [5],

where a close relationship between k-query LDC and k-

server PIR protocols was shown (see Section II). Many

improvements on the complexity of k-query LDC and k-

server PIR protocols, for k ≥ 3, were obtained. In particular,

in a breakthrough result, Yekhanin [6] constructed a 3-server

PIR protocol with complexity 2O(logn/ log logn), which im-

plies an LDC with code length exp(2O(logn/ log logn)). Efre-

menko [7] improved over this result and constructed a

3-server PIR protocol with complexity 2O(
√
logn log logn).

Efremenko’s protocol implicitly uses the share conversion

presented in Theorem III.3 below, which motivated our

work. Efremenko also obtained more efficient k-server PIR

protocols for k > 3. These protocols were improved by Itoh

and Suzuki [12] and by Chee et al. [13]. Generalizations

and extensions of Efremenko’s construction were given

by Dvir, Gopalan, and Yekhanin [10] and by Ben-Aroya,

Efremenko, and Ta-Shma [11] who, in particular, explored

more connections among the parameters (number of queries,

noise rate, and error). The generalizations considered in

these works are very different from those considered here. In

particular, we mainly focus on the minimal nontrivial case of

k = 3. See Yekhanin’s recent survey [26] for a more detailed

account on the history of PIR and LDC. Very recently, Efre-

menko [14] presented another generalization of his protocol.

This generalization is based on group representations and

it captures both Matching Vector Codes and Reed-Muller

Codes. While the generalization may potentially lead to

improved constructions, currently known instantiations do

not seem to provide such improvements.

Share conversion for secret-sharing schemes has been

defined and studied by Cramer, Damgård, and Ishai [16].

In contrast to our paper, they study share conversion from

a secret-sharing scheme over some field to another scheme
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over the same field, with respect to the identity relation (i.e.,

when the secret remains unchanged). In particular, they show

that over fields, there is a conversion from CNF sharing to

any linear secret-sharing scheme for the same access struc-

ture over the same field. The notion of multiplicative secret-

sharing, introduced by Cramer, Damgård, and Maurer [31],

can also be viewed as an instance of share conversion in

which a pair of shared secrets a, b is locally converted into

their product c = ab.
In our work, we consider secret-sharing over rings (in

contrast to the more common schemes which are over fields).

Such schemes were previously studied by Fehr [24]. Cramer

and Fehr [32], Cramer, Fehr, Ishai, and Kushilevitz [33] and

Cramer, Fehr, and Stam [34] studied secret-sharing schemes

and secure computation over large rings which are used

as a black box. In contrast, we only make use of small

rings and our protocols heavily depend on their structure.

Secure computation over non-Abelian groups was studied by

Desmedt et al. [35]. The protocols we consider inherently

rely on the Abelian structure of the underlying group.
As described above, our abstract description of PIR pro-

tocols involves circuits with modular gates. Chattopadhyay

and Wigderson [28] studied small depth circuits with modm
gates, for composite numbers m. In particular, they note that

depth-2 circuits of modm gates are universal (i.e., can realize

every boolean function), while circuits that have modm gates

at the bottom and OR gate at the top (and, in fact, slightly

more general depth-2 circuits) are not universal and cannot

realize or even approximate well modq gates.

II. PRELIMINARIES

Notation: We denote vectors by bold letters, e.g., r.

We let 0b and 1b be the length-b vectors in which all

coordinates are 0 or 1 respectively. When the length of

the vector will be clear from the context, we will simply

denote it by 0 and 1. For an integer m ∈ N, we use

[m] to denote the set {1, 2, . . . ,m}. We let Zm denote the

ring (or group) whose elements are {0, 1, . . . ,m− 1} and

addition and multiplication are modulo m. For an integer

β > 0, let Zβ
m be the (additive) group whose elements are

{0, 1, . . . ,m− 1}β . Finally, for a prime-power q, let Fq be

the finite field with q elements.
Secret-Sharing Schemes: Secret-sharing schemes en-

able a dealer to share a secret such that authorized sets of

parties can reconstruct the secret while unauthorized sets

get no information about the secret. Slightly deviating from

traditional definitions, we consider schemes that satisfy only

the latter requirement. We refer to a secret-sharing scheme as

being t-private if every set of t parties learns no information

about the secret (we do not require that larger sets can

reconstruct the secret). Below we specialize it to the case

of linear secret-sharing over a finite ring or Abelian group.

Definition II.1 (Linear secret-sharing). A linear secret-

sharing scheme over a finite ring R is defined by a pair

〈M,ρ〉, where M is an a× b matrix over R, and ρ : [a]→
{P1, . . . , Pk} is a mapping that labels each row of M by a
party Pi. For a set A ⊆ [k], we let MA be the restriction of
M to the rows labeled by {Pi : i ∈ A}. For an index i, we
write Mi instead of M{i}. To share a secret s ∈ R:

• Choose b − 1 random elements r1, . . . , rb−1 from R,
each element is chosen independently with uniform
distribution. Compute rb = s − ∑b−1

i=1 ri and define
r = (r1, . . . , rb). The share of Pi is yi = Mir.

Linear schemes are usually considered over fields. Their

complexity is related to the computational model of mono-

tone span programs [23]. Fehr [24] considered linear secret-

sharing schemes over rings and proved that a scheme is

t-private if, for every A of size t, there exists a vector

wA ∈ Rb such that MAwA = 0 and 1b ·wA = 1. In the

full version of this paper we prove that the converse also

holds: if a scheme is t-private then such vectors exist. We

will also refer to linear secret-sharing schemes over finite

Abelian groups G. These are defined similarly to the above,

except that the matrix M is a matrix over the integers, where

a product of a group element and an integer is interpreted

in the usual way. Note that for the group Zm, this notion

coincides with the notion over the corresponding ring. We

next recall a few standard secret-sharing schemes that will

be used in this paper.

Example II.2 (Additive sharing and DNF sharing). Let G
be any finite Abelian group. Additive sharing over G is the
following k-out-of-k secret-sharing scheme. To share s ∈ G,
do the following:

• Choose k − 1 random elements r1, . . . , rk−1 from G,
each element is chosen independently with uniform
distribution. Compute rk = s − (

∑k−1
i=1 ri). The share

of Pi is ri.

This is a linear scheme where the matrix M is the identity
matrix. Note that r1, . . . , rk are uniformly random under
the constraint that they add up to s. A generalization of this
scheme is the t-private DNF sharing, in which each set of
t+1 parties receives an additive sharing of s (independently
for each set).

Example II.3 (CNF sharing [20]). Let G be a finite Abelian
group. The t-private CNF sharing over G is a generalization
of additive sharing, where each party gets more than one
group element. To share s ∈ G, do the following:

• Additively share s into
(
k
t

)
shares rA, A ∈ (

[k]
t

)
. The

share of Pi consists of the
(
k−1
t

)
group elements 〈rA :

i /∈ A〉.
For each set T ∈ (

[k]
t

)
, the parties in T do not get rT

and, thus, have no information about s. This implies that
the scheme is t-private. We will be mostly interested in 1-
private CNF sharing and refer to it simply as CNF sharing;
in this case, we will write ri instead of r{i}.
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We consider a 1-private modification of Shamir’s secret-

sharing scheme, where the secret equals the leading coeffi-

cient of the polynomial (rather than the free coefficient).

Example II.4 (Modified Shamir’s secret-sharing [18], [19]).
Let x1, . . . , xk be k distinct elements in R. To share s ∈ R,
do the following:

• Uniformly choose r from R. The share of Pi is sxi+r.
In this scheme, for every share si ∈ R and for every
secret s ∈ R, there exists a unique r ∈ R such that
sxi + r = si; thus, the scheme is 1-private for any choice
of the interpolation points x1, . . . , xk. We note that over
general rings the above scheme does not necessarily allow
any 2 parties to reconstruct the secret.3 However, the strict
2-correctness property will not be required for our purposes.

MPC in the Client-Servers Model and PIR: We next

define secure multiparty computation (MPC) in the client-

servers model and the special case of private information

retrieval (PIR). In the client-servers model there is a single

client U , holding an input w, and k servers D1, . . . ,Dk,

holding a description of a function f from a class of

functions F . A t-private client-server protocol for F allows

the client to learn f(w) without revealing any information

about w to any set of t colluding servers (other than the fact

that w is a valid input for f ). When t is unspecified, we refer

by default to the case t = 1. We will also consider ε-correct
protocols in which the servers share a common source of

randomness, and for every input w the client’s output may

differ from f(w) with at most ε probability.

We restrict the attention to one-round protocols, in which

the client sends a single message to each server and receives

a single message in return. We will be mainly interested

in classes F which contain functions with arbitrarily long

inputs and a constant-size output. We refer to an MPC

protocol for such a class as being succinct if the client sends

O(|w|) bits to each server and receives O(1) bits from each

server.4 This rules out the trivial solution in which the entire

description of f is communicated to the client.

While the communication pattern of succinct MPC effec-

tively restricts the amount of information about f obtained

by the client, we do not explicitly consider the goal of pre-

venting a (possibly malicious) client from learning additional

information about f other than f(w). We note, however, that

by using general techniques from [25], our protocols can be

modified to satisfy this stronger security goal with only a

small overhead.

Given the above general notion of MPC in the client-

servers model, PIR can be defined as a special case in

which the input of the client is an index i ∈ [n] and the

3Both for Shamir’s scheme and its modified version, correct reconstruc-
tion is guaranteed if xi − xj has a multiplicative inverse in R for every
1 ≤ i < j ≤ k (in particular, if R is a field).

4While our main focus is on minimizing the communication complexity,
all of our protocols are computationally efficient (in the input length).

class F consists of all boolean functions f : [n] → {0, 1}.
Every function f is represented by an n-bit string x =
(x1, . . . , xn), where f(i) = xi. The string x is also called

a database, and we think of the client as querying a bit xi

from the database.

VC Dimension: We next define the Vapnik-

Chervonenkis (VC) dimension of a class of functions

F . The VC dimension gives a measure for the “richness”

of F , which is useful in learning theory and computational

complexity. We assume in the following that all functions

in F are defined over the same input domain; otherwise we

view the VC dimension as a function of the domain (or the

input length).

Definition II.5 (VC-Dimension [27]). Let F be a class of
functions from some input domain D to {0, 1}. We say that
F shatters a point set I ⊂ D if, for every function g : I →
{0, 1}, there is a function f ∈ F which agrees with g on I .
The VC-dimension of F , denoted by VC(F), is the size of
the largest point set I that is shattered by F .

One can extend the above definition to a class F of

non-boolean functions from D to E. In this case, we

say that I is shattered if there exists a universal decoder

γ : E → {0, 1} such that I is shattered in the above sense by

F ′ = {γ(f(·)) : f ∈ F}. Finally, we will also consider an

extension of VC dimension to a class F of partial functions

(which may be undefined on a subset of D). In such a case,

the shattering condition requires that each function g be fully

defined on I .

III. GENERALIZED SHARE CONVERSION

We next give our general definition of local share con-

version, generalizing the original notion of share conversion

from [16].

Definition III.1. Let L and L′ be two secret-sharing
schemes over the domains of secrets K1 and K2, respec-
tively, and let C ⊆ K1 × K2 be a relation such that,
for every a ∈ K1, there exists at least one b ∈ K2 such
that (a, b) ∈ C. We say that L is locally convertible to L′

with respect to C if there exist local conversion functions
g1, . . . , gk such that:

• If s1, . . . , sk is a valid sharing for some secret s in
L, then g1(s1), . . . , gk(sk) is a valid sharing for some
secret s′ in L′ such that (s, s′) ∈ C.
The identity relation [16]: Cramer et al. [16] consider

the problem of converting shares of a linear secret-sharing

L over a finite ring R into shares of another linear scheme

L′ over the same R without modifying the secret. In our

more general language, this can be described as share

conversion from L to L′ with respect to the identity relation
CI = {(a, a) : a ∈ R}. While in [16] the ring R was

restricted to be a finite field, here we consider more general

rings. The following example shows a conversion from CNF
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sharing over Zm to the modified Shamir scheme over Zm,

described in Example II.4, with respect to CI . Recall that

in CNF sharing of a secret s ∈ Zm, the dealer chooses

r1, . . . , rk ∈ Zm such that
∑k

j=1 rj = s, and the share of

party Pi consists of all rj’s except for ri. In the modified

Shamir scheme, the share of Pi is xis+r, for some r ∈ Zm.

For the conversion, we define r = −∑k
j=1 xjrj . Thus, party

Pi has to compute xis+ r = xi(
∑k

j=1 rj)−
∑k

j=1 xjrj =∑k
j=1(xi − xj)rj . The coefficient of ri in the last sum is

0 and all other rj’s are known to Pi; thus, Pi can compute

this transformation locally.

Cramer et al. [16] show that over any finite field F, the

CNF scheme is maximal in the sense that the t-private CNF

scheme can be converted to any other t-private linear scheme

L′ with respect to CI , whereas the DNF scheme is minimal

in the sense that any t-private L can be converted to the

t-private DNF. In the full version of this paper, we extend

the maximality of the CNF scheme to general linear secret-

sharing over any finite ring R. Moreover, it is easy to see

that if in a linear scheme L over R there exists a set that

can reconstruct the secret using a linear combination of the

shares, then there is a local conversion from L to additive

sharing over R. The linearity of both the sharing in L and

reconstruction in L′ is crucial for the type of protocols we

consider. Given the above, w.l.o.g. we can assume when

designing a share conversion that L is a CNF sharing and

L′ is an additive sharing.5

The polynomial relation: Let R be a ring and Q(x)
be a polynomial of degree k − 1 over R. Let CQ =
{(s,Q(s)) : s ∈ R}. We describe a conversion from k-party

CNF sharing over R to the additive sharing over R with

respect to CQ. In the CNF sharing of a secret s, the

dealer chooses r1, . . . , rk such that s =
∑k

i=1 ri. Each

party has to locally compute a share s′i of the secret

s′ = Q(s) in the additive scheme. These shares must

satisfy
∑k

i=1 s
′
i = Q(s) = Q(

∑k
i=1 ri). We consider the

polynomial Q̂(y1, . . . , yk) = Q(
∑k

i=1 yi). The polynomial

Q̂ is a k-variate polynomial of degree at most k − 1;

that is, each monomial in Q̂ depends on at most k − 1
variables. Thus, we can write Q̂ as a sum of k polynomials

Q̂1, . . . , Q̂k, where Q̂i does not depend on yi. Now, consider

s = Q̂(r1, . . . , rk) =
∑k

i=1 Q̂i(r1, . . . , ri−1, ri+1, . . . , rk).
As party Pi misses only ri, it can locally compute s′i =
Q̂i(r1, . . . , ri−1, ri+1, . . . , rk) and s′1, . . . , s

′
k are shares in

the additive secret-sharing scheme of Q(s).

The universal relation CU : Let R and R′ be finite rings.

The universal relation CU converts s = 0 ∈ R to s′ =
1 ∈ R′ and any s ∈ R \ {0} to s′ = 0. That is, CU =
{(s, 0) : s �= 0} ∪ {(0, 1)}. The existence of a conversion

5In this work we view the number of servers k (or number of queries in
LDC) as a small constant, typically k = 3. In this case the overhead of the
CNF scheme is small, e.g., it is only twice less efficient than the modified
Shamir scheme when k = 3.

with respect to CU implies the existence of a conversion

with respect to every relation C from R to R′. Indeed, letting

C ′ be some function which agrees with C, the parties can

use CU to locally convert shares of s to shares of C ′(s) =∑
r∈R C ′(r)CU (s− r). This explains the term “universal”.

For any prime p and k ≥ p, there exists a conversion

from k-party CNF over Zp to additive sharing over Zp,

with respect to CU , using the conversion for the polynomial

relation with the polynomial Q(s) = 1− sp−1. However, if

m is not a power of p then, as we will show in Theorem V.2,

for every k there is no conversion from k-party CNF sharing

over Zm to additive sharing over Zp with respect to CU .6 To

get around this impossibility, we consider a relaxed variant

of the universal relation, defined below.

Definition III.2 (The relation CS). Let G and G′ be finite
Abelian groups and let S ⊆ G\{0}. (We will sometimes view
G and G′ as the additive groups of rings and refer to rings
instead of groups.) The relation CS converts s = 0 ∈ G to
any nonzero s′ ∈ G′ and every s ∈ S to s′ = 0. There is no
requirement when s �∈ S ∪ {0}. Formally,

CS = {(s, 0) : s ∈ S} ∪ {(0, s′) : s′ ∈ G′ \ {0}}
∪ {(s, s′) : s /∈ S ∪ {0} , s′ ∈ G′} . (1)

Theorem III.3 (Implicit in [7]). Let m ∈ N be an integer
and p be a prime such that m divides p−1. Furthermore, let
S ⊆ Zm \ {0} and k = |S|+ 1. There is a conversion from
the k-party modified Shamir secret-sharing scheme over Zm

to the additive sharing over Zp with respect to CS .

Proof: Let g ∈ Zp be an element of order m (that is,

m is the minimal positive integer such that gm = 1 in Zp).

Since p is a prime (thus, Z�
p has a generator) and m divides

p−1, such g exists. Furthermore, consider the polynomial of

degree k−1 over Fp such that Q(g0) = 1 while Q(gα) = 0,

for every α ∈ S. Let Q(x) =
∑k−1

i=0 qix
i be the explicit

representation of Q as a polynomial of degree k − 1. Let

si = ((i−1)s+r) mod m be the share of Pi in the modified

Shamir scheme with xi = i− 1. Party Pi locally computes

yi = qi−1g
si mod p. Now,

∑k
i=1 yi ≡

∑k
i=1 qi−1g

si ≡∑k
i=1 qi−1g

((i−1)s+r) mod m ≡ gr
∑k

i=1 qi−1(g
s)

(i−1) ≡
grQ(gs) (mod p). Thus, if s = 0, then

∑k
i=1 yi = gr �= 0

and if s ∈ S, then
∑k

i=1 yi = 0. This implies that y1, . . . , yk
are shares in an additive sharing over Zp of secrets satisfying

the relation CS .

Combining the above conversion with the previous con-

version from CNF to modified Shamir, we get a conversion

from (|S| + 1)-party CNF sharing over Zm to additive

sharing over Zp, provided that m divides p−1. In particular,

if |S| = 3 the above conversion requires 4 parties. For 3-

server PIR and 3-query LDC, we want a conversion with 3

6For the relations defined below, we consider conversions to additive
sharing Z

β
p , for some positive integer β. However, for conversions with

respect to the universal relation, taking β > 1 does not help.
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parties. Furthermore, it will suffice to consider the set Sm

defined below.

Definition III.4 (The canonical set Sm [10]). Let m be a
product of distinct primes. The canonical set Sm contains all
integers 1 ≤ i ≤ m− 1 that are either 0 or 1 modulo each
prime divisor of m. When m is a product of two distinct
primes, we have |Sm| = 3.

Efremenko [7] implicitly constructed a conversion from

3-party CNF sharing over Z511 to additive sharing over

Z
9
2, with respect to CS511

. Chee et al. [13], generalizing

Efremenko’s construction, obtain a conversion from 3-party

CNF sharing over Zm to additive sharing over Z
t
2, with

respect to CSm , when t is prime and m = 2t − 1 is a

product of two distinct primes. The smallest such m is

23 · 89 = 2047 = 211 − 1.

Our New Conversions: In the full version of this

paper, we a describe a technique for efficiently finding

share conversions from CNF sharing over Zm to additive

sharing over Zβ
p for an integer m, a prime p, and an integer

β > 0. (A brute-force search for conversions is infeasible

even for small values of m, p, β.) We applied our technique

for several values of m and p and found such conversions

with respect to CSm for the canonical set Sm.

Theorem III.5. There is a share conversion from 3-party
CNF sharing over Zm to additive sharing over Z

β
p , with

respect to CSm
, for the following pairs: (1) from Z6 to Z

2
2,

(2) from Z10 to Z
12
2 , (3) from Z14 to Z

30
2 , (4) from Z15 to

Z
21
3 , (5) from Z15 to Z

5
5, (6) from Z21 to Z

57
3 , (7) from Z21

to Z
9
7, and (8) from Z35 to Z

106
5 .

The smallest instance of our new conversions, from Z6 to

Z
2
2, is described in Table I. (The value Xa,b is the share from

Z
2
2 output by each server on input share (a, b).) This con-

version gives the best asymptotic communication complexity

for 3-server PIR and 3-query LDC (see Corollary IV.8). In

the full version of this paper, we show that there is no share

conversion from the modified Shamir scheme over Z6 to

additive sharing over Z
β
2 for every integer β > 0. Thus, our

approach of starting from CNF sharing is provably stronger

than the approach of [7] and all previous followup works,

which start from the modified Shamir scheme.

Xa,b b = 0 b = 1 b = 2 b = 3 b = 4 b = 5

a = 0 (1, 1) (0, 0) (1, 1) (0, 0) (0, 0) (1, 1)

a = 1 (1, 1) (0, 0) (0, 0) (1, 1) (0, 1) (1, 0)

a = 2 (0, 0) (0, 0) (1, 1) (1, 0) (1, 0) (0, 0)

a = 3 (1, 1) (1, 1) (0, 1) (0, 0) (1, 1) (0, 1)

a = 4 (1, 1) (1, 0) (0, 1) (1, 1) (1, 1) (1, 1)

a = 5 (1, 1) (1, 0) (1, 1) (0, 1) (0, 0) (0, 0)

Table I
CONVERTING 3-PARTY CNF SHARING OVER Z6 TO ADDITIVE SHARING

OVER Z
2
2 WITH RESPECT TO CS6

Due to space limitations, the proof of Theorem III.5

appears in the full version of this paper.

IV. FROM SHARE CONVERSION TO PIR VIA MPC

In this section we tie together the main concepts intro-

duced so far: share conversion, succinct MPC in the client-

servers model, VC dimension, and PIR. We do this in

two simple steps. First, we show how a nontrivial share

conversion result can be used towards succinct MPC of a

nontrivial function class F . We then show that, if F has

a high VC dimension compared to its input length, then

a protocol for F implies efficient PIR. These two steps

are described after some definitions capturing the function

classes F we will be interested in.

Depth-2 Circuits: We consider classes F of functions

computed by depth-2 circuits of unbounded fan-in and

unbounded fan-out. While it is possible to present our results

using only boolean circuits (with binary inputs and outputs),

it is more convenient to consider circuits whose inputs and

output are taken from small finite groups.

The depth-2 circuits we use are over the following types

of gates. A modG gate is a gate whose inputs are elements

of an Abelian group G and whose output is 1 if the sum

of the inputs (over G) is zero and is 0 otherwise. We use

modm as a shortcut for modZm
.7 The latter notion of modm

gates coincides with the standard notion of modular gates

in circuit complexity. We will also use the following, more

standard, types of gates: +G (resp., +p) denotes addition

over G (resp., Zp), OR denotes the standard disjunction

operation on bits, and Thd is a threshold gate which outputs

1 if at least d of its inputs are 1 and outputs 0 otherwise.

When we use a ring R instead of a group, the group G is

taken to be the additive group of R. Finally, we will also

use variants of the above gates that are only defined over a

strict subset of the input domain. For a subset S ⊆ Zm\{0},
let modSm denote a modm gate whose output is undefined if

the modular sum of all inputs is neither 0 nor in S. We let

OR≤d denote an OR gate whose input domain is restricted

to inputs whose Hamming weight is upper bounded by d.

Circuits comprised of gates as above may compute a partial
function over the input domain: the output of the circuit is

undefined if the output of any gate in the circuit is undefined.

If B1 and B2 are gates from the above set, we use the

term B1(B2)-circuit to denote a depth-2 circuit which has

a single B1 gate at the top (output) level and an arbitrary

number of gates of type B2 at the bottom level. For instance,

an OR(mod6) circuit is a circuit over elements of Z6 which

has an OR gate at the top and mod6 gates at the bottom. We

let F [B(modm), h] (resp., F [B(modSm), h]) denote the class

of all functions from Z
h
m to the output domain of B that

can be computed by B(modm) circuits (resp., B(modSm)

7We can use the “more traditional” modm gates with boolean inputs. The
communication complexity will grow by a factor m, which will typically
be a small constant.
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circuits) with h inputs. Note that this class may contain

partial functions.

From Share Conversion to Succinct MPC: In this

section we describe the application of share conversion to

succinct MPC for the above type of depth-2 circuits. The

high level approach is as follows. Suppose we are given

a k-party share conversion scheme from L over a ring R
to L′ over R′. The client shares each entry of the input

between the k servers using L. The servers can now locally

compute (without further interaction) L-shares of any linear

combination (over R) of the inputs. Using share conversion,

this linear combination is converted into an L′-sharing of

the output of a bottom-level gate (the type of gate and

the representation of the output will be determined by the

relation C defining the share conversion). Finally, each

server sends to the client one or more L′-share obtained

by computing some linear combination of the L′-shares of

all bottom-level gates. (This linear combination depends on

the servers’ input f ; the same linear combination is applied

by all servers.) The client computes the output of the circuit

by adding up (in R′) the k shares it received and applying

some local reconstruction function. Below, we instantiate

this general approach for some special cases of interest.

Using CU : Assume that we are given share conversion

from L over R to L′ over R′ with respect to the universal

relation CU . (Recall that CU converts 0 to 1 and any

nonzero value in R to 0.) Then, a k-server protocol for the

function class F [+R′(modR), h] can proceed as follows. Let

F denote the +R′(modR) circuit representing the function f
which the servers want to evaluate and σ denote the number

of modR gates in F .

1) The client applies the scheme L (over R) to share each

input wi, 1 ≤ i ≤ h, between the k servers.

2) For each modR gate in F , the servers locally add L-

shares of the inputs connected to this gate (since L is

linear, the sum of shares of the inputs is a share of the

sum of inputs), and apply the given share conversion.

Following this step, each server holds σ elements in R′

which form an additive sharing over R′ of the outputs

of the modR gates in F .

3) Each server sends to the client the sum over R′ of the

σ elements obtained in the last step. The client outputs

the sum of the k elements obtained from the k servers.

Some easily verifiable properties of the above protocol are

summarized by the following claim.

Claim IV.1. Suppose that L is t-private and that a con-
version from L over R to L′ over R′ with respect to CU

exists. Then, the above protocol is a t-private k-server
MPC protocol for F [+R′(modR), h] in the client-servers
model. Viewing k as constant, the communication complexity
consists of O(h) elements of R sent from the client to each
server and a single element of R′ sent from each server to
the client.

It is not hard to show (cf. [28]) that some choices of

R = Zm and R′ = Zp make the class F [+R′(modR), h]
universal, in the sense that circuits from this class can

compute any function from {0, 1}h to {0, 1}. For instance,

this is the case when m = p = 6. This implies that if, for

some k, the relation CU can be realized for all choices of m
and p then there are k-server PIR protocols with O(log n)
communication complexity. Unfortunately, as we show in

Section V, the relation CU cannot be realized for choices

of m and p which make this class universal. This motivates

the use of a more liberal form of share conversion, such as

the one defined by the relation CS from Definition III.2.

Using CS: Recall that the relation CS relaxes CU by

giving the weaker guarantee that s = 0 is converted to some
nonzero secret in R′ whereas any secret s ∈ S is converted

to 0. In this case, we can use a slight variation on the above

protocol for evaluating OR≤1(modSR) circuits. Recall that

the output of this circuit is undefined if there is more than

one modSR gate that evaluates to 1 (in this case, we make

no correctness requirement).

The modified protocol proceeds as follows. The first two

steps are as in the previous protocol. The guarantee provided

by the second step now holds only under the promise that

the outputs of the modSR gates are well defined. Assuming

that they are, the σ secrets obtained as a result of the share

conversion contain as many nonzero elements of R′ as the

number of modSR gates in C that evaluate to 1. Thus, under

the promise that there is at most one such gate, the OR
of the σ gate values can be recovered from the sum of

the σ converted secrets. Indeed, if all the values of the

modSR gates are zero the sum is zero, and if exactly one of

these values is 1 and all others are zero, there exists exactly

one converted secret that is non-zero, which makes the sum

of the converted secrets non-zero. Thus, the only required

modification in the protocol is to make the client output 1

if the sum of the k elements of R′ it received is nonzero

and output 0 otherwise. This yields a succinct protocol for

OR≤1(modSR) circuits using share conversion with respect

to CS . Note that by letting S = R \ {0}, the modSR
gates become equivalent to standard modR gates. Also, by

changing Step 3 of the protocol so that the servers send κ
random R′-linear combinations of the σ elements obtained

from share conversion (where the linear combinations are

taken from the servers’ shared randomness), the client can

recover the OR of the outputs of the modSR gates with with at

most 2−κ error probability. This yields an ε-correct protocol

for OR(modSR) circuits.

The different variants of the above protocol are summa-

rized by the following theorem.

Theorem IV.2. Let L be a k-party, t-private linear secret-
sharing scheme over R and L′ be the k-party additive secret-
sharing scheme over R′. Moreover, suppose there is a share
conversion from L to L′ with respect to a relation C (to be
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specified later). Then, for any positive integer h, there is a
t-private k-server MPC protocol in the client-servers model
with the following functionality and efficiency features.

• If C = CU , the protocol can support the function class
F [+R′(modR), h]. The communication includes h L-
shares sent from the client to each server and a single
element of R′ sent in return.

• If C = CS , for some S ⊆ R \ {0}, the protocol
can support the function class F [OR≤1(modSR), h]
with the same communication complexity as above.
Alternatively, for every ε > 0 there is an ε-correct
protocol for F [OR(modSR), h] in which each server
sends log(1/ε)� elements of R′ to the client.

Other top gates: One can further generalize the above

protocols to handle any top gate G : {0, 1}σ → {0, 1} which

has low communication complexity in the following flavor of

the “simultaneous messages” model. Let α denote the input

for G. Suppose that each server j has an input βj ∈ (R′)σ

with the promise that the vector β =
∑k

j=1 β
j has the same

set of nonzero coordinates as α. If G(α) can be computed

under this promise by a (perfect or ε-correct) protocol in

which each server simultaneously sends 	 bits to an external

referee, then we get a variant of Theorem IV.2 for the class

F [G(modSR), h] in which each server communicates 	 bits

to the client. For instance, using standard linear sketching

techniques, this approach can be applied efficiently when

G is of the form Thd for a small d (in which case 	
grows linearly with d). By further increasing the number

of servers (but keeping it constant), we can handle even

more general circuit classes. For instance, using 6d servers,

we can get a succinct (ε-correct) protocol for the class of

OR(ANDd(mod6)) circuits, namely depth-3 circuits whose

top level contains an OR gate, whose middle level contains

AND gates with fan-in d, and whose lower level contains

mod6 gates. We defer further details to the full version.
From Succinct MPC to PIR: To apply a succinct MPC

protocol for a function class F towards the construction of

PIR protocols, we use a lower bound n on the VC dimension

of F in the following natural way. Let I = {μ1, . . . , μn}
be a set of n inputs that is shattered by F . We identify

a database string x ∈ {0, 1}n with the function gx : I →
{0, 1} such that gx(μi) = xi. By the shattering condition, for

every possible database string x there is a function fx ∈ F
which agrees with gx on I . Thus, a PIR protocol is obtained

by having the client and the servers run the MPC protocol

for F where the client’s input is μi and the servers’ input

is fx. (If F is not boolean, we pick fx such that γ(fx(·))
agrees with gx on I , where γ is the universal decoder (as

discussed after Definition II.5, and let the client apply γ to

the output of the MPC protocol.) The above is summarized

by the following theorem.

Theorem IV.3. Let P be a t-private, k-server protocol
in the client-servers model for a function class F such

that VC(F) ≥ n. Then, there exists a t-private k-server
PIR protocol P ′ for database of size n that has the same
communication complexity as P .

Combining Theorems IV.2 and IV.3, we get the following

application of share conversion to PIR: to get an efficient

PIR protocol, find a share conversion which supports a class

F of the highest possible VC dimension as a function of

the input length. We now show that the VC dimension

of F [OR≤1(modSm), h] or even F [OR(modSm), h] coincides

with the size of the largest family of matching vectors in

Z
h
m.

Definition IV.4 (Matching vectors family [6], [7], [10]). Let
S ⊆ Zm \ {0}. We say that vectors {ui}ni=1 and {vi}ni=1

in Z
h
m form an S-matching family of size n if the following

conditions hold: (1) 〈ui,vi〉 = 0 for every i ∈ [n], and (2)
〈ui,vj〉 ∈ S for every i �= j.

The following claims establish a two-way relation be-

tween matching vector families and the VC dimension of

F [OR(modSm), h].

Claim IV.5. If there is an S-matching vector family in Z
h
m

of size n, then VC(F [OR≤1(modSm), h]) ≥ n.

Proof: We show that the set of n matching vectors

I = {u1, . . . ,un} is shattered. Indeed, for any function

g : I → {0, 1}, we can use the shattering function

f(w) = ORi:g(ui)=1χ〈w,vi〉, where χc outputs 1 if c = 0
and 0 otherwise, and the inner product is taken over Zm.

We now argue that this f can indeed be computed by an

OR≤1(modSm) circuit over Z
h
m. In the bottom level, we

emulate the inner product of the input w with any fixed

vector vi by a single modSm gate, where w(k), the k-th

entry of w, enters the gate vi(k) times. The outputs of all

modSm gates corresponding to some i such that g(ui) = 1
are fed into the top OR≤1 gate. Correctness is implied by

the matching vector family properties, which also guarantee

that the inputs for every gate satisfy the required promise.

Claim IV.6. If VC(F [OR(modSm), h]) = n, then there is an
S-matching vector family in Z

h
m of size n.

Proof: Suppose I = {u1, . . . ,un} is shattered. Then

for any 1 ≤ i ≤ n, the function fi which outputs 1 on ui and

0 on the other uj can be realized by an OR(modSm) circuit.

Consider a modSm gate in this circuit that is satisfied by ui.

The multiplicity of each input entering this gate defines a

vector vi such that 〈ui,vi〉 = 0, whereas 〈ui,vj〉 ∈ S for

any j �= i.

Claim IV.6 shows that strengthening OR≤1(modm) cir-

cuits to OR(modm) circuits does not increase the VC dimen-

sion and hence does not give more power in the context of

obtaining PIR protocols. We can also show that Thd(modm)
circuits with a small d do not have a much higher VC
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dimension (see full version). We do not know whether the

same holds for general OR(ANDd(modm)) circuits even

when d = 2. The possibility of getting better PIR protocols

by using this or similar circuit classes remains open.

For self-containment, we state the parameters of the

matching vector families of Grolmusz [29], which underly

the 3-server PIR construction from [7] and its extensions.

See [10, Lemma 11] for the concrete parameters of a more

direct and slightly improved construction.

Theorem IV.7 ([29, Theorem 1.2 and 1.3, Lemma 3.2]). Let
m = p1p2, where p1 and p2 are primes and p1 < p2. There
exists an Sm-matching vectors family in Z

h
m of size n, where

h = O(22p2

√
logn log logn) and |Sm| = 3.

The best previous share conversion results for k = 3
(using the modified Shamir scheme) required that p2 ≥ 73.

This results in having a very large leading constant in the

exponent. By using the CNF-based conversion from Z6 to

Z
2
2 that we presented, the constant in the exponent becomes

much smaller.

Corollary IV.8. There exists a 3-server PIR protocol with
communication complexity O(26

√
logn log logn).

V. IMPOSSIBILITY RESULTS

In Section III, we defined the universal relation CU . In

our construction of PIR protocols, we showed that share

conversion with respect to CU could lead to dramatic results

if there are distinct primes p and p′ dividing the order of the

source group and the destination group, respectively. The

following theorem shows that such conversions are not pos-

sible. Note that the “maximality” of CNF and “minimality”

of the additive scheme make the negative result apply to any

pair of linear source and target schemes.

Claim V.1. For every k and every m,m′ such that mk−1 �=
0 (mod m′), there is no share conversion from k-party CNF
sharing over Zm to additive sharing over Zm′ such that
shares of 0 in the CNF sharing are converted to additive
shares of 1 and shares of 1 are converted to shares of 0.

Proof: Denote by Xj
a1,...,ak−1

the value that party Pj

computes while holding the share (a1, . . . , ak−1). For every

a1, . . . , ak such that a1 + . . . + ak = 1 (mod m) we have

X1
a2,...,ak

+X2
a1,a3,...,ak

+ · · ·+Xk
a1,...,ak−1

= 0 (mod m′).
Notice that for every j ∈ [k] and every α1, . . . , αk−1 ∈
Zm1

, the variable Xj
α1,...,αk−1

appears in exactly one

equation. Thus,
∑k

j=1

∑
α1,...,αk−1∈Zm

Xj
α1,...,αk−1

= 0
(mod m′). Similarly, for every a1, . . . , ak such that

a1 + . . . + ak = 0 (mod m) we have X1
a2,...,ak

+
X2

a1,a3,...,ak
+ · · · + Xk

a1,...,ak−1
= 1 (mod m′) and

∑k
j=1

∑
α1,...,αk−1∈Zm

Xj
α1,...,αk−1

= mk−1 (mod m′)
(since there are mk−1 equations for the secret 0). Thus,

whenever mk−1 �= 0 (mod m′) we get a contradiction.

Theorem V.2. Suppose there is a conversion from k-party
CNF sharing over Zm to additive sharing over Zm′ with
respect to the universal relation CU . Then there is a prime
p and positive integers i, j for which m = pi and m′ = pj .

Proof: Suppose towards contradiction that there is a

conversion from k-party CNF sharing over Zm to additive

sharing over Zm′ with respect to the universal relation CU ,

where m and m′ are not both powers of the same prime.

By Claim V.1, every prime divisor of m′ is a divisor of

m (otherwise, mk−1 �= 0 (mod m′)). Thus, there exists a

prime p dividing both m and m′, but m is not a power of

p. In other words, there exists some r > 1 that divides m
and gcd(r, p) = 1. We can use the conversion from Zm to

Zm′ with respect to CU to construct a conversion from Zr

to Zm′ with respect to CU : Given shares in CNF sharing

over Zr, each party multiplies it share by the integer m/r.

Shares of zero in Zr are converted to shares of zero in

Zm and shares of a non-zero secret in Zr are converted to

shares of a non-zero secret in Zm. Thus, now we can apply

the conversion from Zm to Zm′ with respect to CU . By

Claim V.1 there is no local conversion from CNF sharing

over Zr to additive sharing over Zm′ (since rk−1 �= 0
(mod m′)), a contradiction.
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APPENDIX A.

FRANKL’S SET SYSTEM CONSTRUCTION

In this section we describe the construction from [22] of

a large set system with restricted intersections modulo 6.

Combined with our 3-server share conversion from Z6 to Z
2
2

(see Table I), this gives a practical PIR protocol for large

databases.

Frankl’s construction gives, for every positive integer r,

a collection of n =
(
r−3
8

)
sets Ti ⊂ [h], where h =

(
r
2

)
,

such that for every distinct i, j, the size of |Ti ∩Tj | modulo

6 is in the set {0, 3, 4} and each Ti is of size w = 55,

which is equal to 1 modulo 6. This collection can be easily

turned into a set of matching vectors that is compatible with

our share conversion. In the resulting PIR protocol, n is the

database size, h is the query length, and 55 is (roughly) the

number of bit-operations performed by the servers for each

nonzero database entry.

The construction proceeds as follows. Identify the uni-

verse [h] with the edges of a clique on the node set [r].
Each set Ti corresponds to a the subgraph induced by some

set of 11 nodes which contains {1, 2, 3}. Note that there are(
r−3
11−3

)
=

(
r−3
8

)
such sets of size

(
11
2

)
= 55 each. Finally,

the intersection property follows from the fact that Ti ∩ Tj

contain all edges in a clique with 3 ≤ t ≤ 10 nodes. It can

be verified that for all such t we have that
(
t
2

)
is either 0,3,

or 4 modulo 6.
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